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Abstract—Superpixel methods have become popular in recent
years as they provide an efficient preprocessing tool for a mani-
fold of computer vision applications. In this work, we propose a
method based on a self-adapting and self-growing network, which
is bred starting from two random initialization seeds in the image.
Such a network, which is a modification of the Instantaneous
Topological Map (ITM), is inspired to a Growing Neural Gas
(GNG) and like many other self adapting tools employs a Hebbian
learning framework. Key point in competitive learning is the
definition of a suitable distance function, which we analyse in
depth in this work. Distance is indeed the notion which allows to
link unsupervised competitive learning with segmentation, where
cluster formation reduces to node creation and adaptation within
the exploration of a suitable multidimensional input space.

Index Terms—Segmentation, Superpixel, Growing Neural Gas,
Instantaneous Topological Map

I. INTRODUCTION

There has passed nearly ten years since the concept of over-
segmentation evolved to the one of Superpixels (Fig. 1), but
by now the idea has matured and has been widely explored
within the computer vision community.

Superpixel algorithms are meant to group similar pixels
into meaningful regions, or clusters, in order to create a
higher-level tile structure, to be exploited for many purposes,
such as segmentation, feature computation and many other
processing tasks. Superpixels capture similarities mainly by
jointly considering colour and spatial proximity and thus try
to provide a semantic clustering of an image. For instance, they
are exploited for foreground-background segmentation [1],
object localization [2], tracking and extended object tracking
[3] [4] [5]. Superpixel can be extended to Supervoxels, which
are for instance exploited in biomedical applications [6].

Fig. 1. Trend for the interest in Superpixels along the last 10 years (Web
searches).

As pointed out in [7] there are several approaches to gener-
ating Superpixels, and each one can be considered to perform
better only depending on the kind of problem it is applied
to. For instance, graph-based methods such as [8] seems to
provide better adherence to boundaries. On the other hand,
one may want to construct a graph out of the Superpixel grid,
in which case regularity is an issue [3]. Also, some methods
give more regular cluster’s contours [9], while some older
approaches construct irregular shapes with inhomogeneous
sizes [10].

A detailed analysis is given in [7], which also gives a
comparison of five methods, namely [11], [9], [12], [13], [14],
based on the following criteria:

• Adherence to boundaries
• Segmentation speed
• Segmentation accuracy
• Control over amount of superpixels
• Control over superpixel compactness
• Extension to supevoxel

Again according to [7], for what concerns the techniques
employed for generating Superpixel, state-of-the-art algo-
rithms can be categorized in 2 main groups as either graph-
based or gradient ascent methods. Graph-based approaches
consider each pixel as a node in a network (or graph),
connected with their neighbours through edges. Weights of
such edges are usually related to pixel’s similarity in a
given colour space. Superpixels are often generated by cutting
such overconnected graphs by minimizing some cost function
defined over the whole image [13], or by finding minimum
spanning trees [11]. Gradient-descent-based algorithms start
instead from a given rough clustering of the image. Clusters
are then refined iteratively until some convergence criterion is
met [12], or after a fixed number of iterations [7].

Our method is indeed based on the construction of a graph,
and would thus fall in the first category. However, there
is a substantial difference in how the graph is constructed.
As already pointed out, graph-based approaches are usually
initialized with an overcomplete and overconnected graph,
which is progressively “disassembled”, or cut, according to
a similarity criterion. These approaches are usually quite
computationally expensive as the graphs must be walked
through several times. Moreover, they often start form a



regular lattice, well aware of the fact that the final desired
output is something not regular at all. This issue can also
be spotted in gradient-ascent-based methods, where moving
far from the initial regular clustering of the image may cost
several iteration steps.

We therefore propose a Generative Superpixel (GSP) ap-
proach, which progressively, and in one iteration only, “grows”
a graph, starting from 2 initialization seeds, according to inputs
coming from the image. The network is generated by the
inputs themselves, following the Neural Gas approach [15],
exploring the input space with no constraints. More in detail,
we modified the Instantaneous Topological Mapping Model
for Correlated Stimuli (ITM) proposed in [16]. Details are
given in section II-A. This network turns out to be more agile
the standard GNG as it does not require the maintenance of
expensive averages accumulated over time and the tuning of
life parameters.

Inputs for the map are randomly extracted from the image
and are constructed as a four dimensional vector obtained by
fusing spatial location and chrominance values of the pixel. In
section II-B a weighted distance is presented which measures
similarities in such a space, in order to implement competitive
unsupervised learning of the space structure. As discussed
in section II-C, the network is fed by randomly selecting
input pixels, in order to avoid distortions given by a raster
scanning of the image. This also allows to obtain good results
by employing only a fraction of the total number of pixels.

Section III presents a practical investigation on the proposed
algorithm, together with a comparison of the proposed method
with the Simple Linear Iterative Clustering (SLIC) method [7],
which, to best of our knowledge, represents the current cutting-
edge superpixel algorithm, although based on a previous
work [17]. A particular stress is given in section III-A to
the parameter tuning part, which allows for an almost fair
qualitative and quantitative comparison.

Eventually, conclusions are drawn in section IV, where
future research directions are also proposed.

II. ALGORITHM

We propose a new method for extracting superpixels, which
is based on a wider concept of space which we denote as image
space. Namely, this space is a 2+3 vector space which spans
over the (x,y) position of the pixels and 3 colour channels. To
be more precise we explore a subspace of the image space for
the practical implementation of the algorithm, which in turn
comes from a particular choice of the colour channels, i.e. the
(Cb,Cr) plane in the YCbCr colour space. However, many
other colour (and spatial) representations can be explored
which may give similar results.

This choice is motivated by the fact that segmentation is
often compromised by changes in illumination over curved
surfaces, the best example being objects’ borders, which often
show a dark pattern which is difficult to separate. YCbCr rep-
resentation of colour has been often exploited for segmentation
thanks to its ability of separating luminance from chrominance
information [18] [19].

Four dimensional vectors are thus constructed as
(x,y,Cb,Cr) for each pixel. Such vectors constitute the
inputs to stimulate the proposed growing neural network,
which is presented in the following.

A neural network needs of course to be supplied with a
distance in the input space. One of the most common choices
is of course the Euclidean distance, while sometimes the
Mahalanobis metric is employed in statistical analysis. The
most suitable distance is here a weighted distance, whose
general expression for an N-dimensional vector space is given
by

d(x,y) =

√
N

∑
i=1

ai(xi− yi)2. (1)

Here ai is a vector of weights which has the dual purpose
of normalizing colour and spatial dimension and to control
spatial compactness of the superpixels. It will be shown in
section II-B how one parameter only is needed in practice to
specify the N-dimensional vector a

Within this framework, generating superpixels reduces to
finding a graph which fits the considered input image sub-
space. The construction of the graph is addressed in details
in section II-A. Superpixels are then nothing but the 2D
projection of a 4D cluster of the resulting trained network.
Superpixels can be visualized in space as all the pixels which
has the minimum distance from a given graph node (with
respect to all other nodes).

As it will become clearer in the following, the number
of resulting superpixels cannot be controlled directly, due to
the self-growing (generative) and self-organizing nature of the
process. This can be seen either as a drawback of the method
or as an additional freedom of the network of fitting the
input space. Anyway, superpixels’ dimension can be limited by
means the parameter rmax of the ITM. This actually produces
an implicit limitation on the number of clusters, being the
input space bounded in all its four dimensions.

For what concerns the training of the ITM, we soon realized
that segmentation results are affected by how raster scanning
of the image is performed. We tried to move around this by
exploiting space filling curves [20] to determine the ordering
of the inputs. However, the construction of such curves is quite
expensive in terms of computational resources. We eventually
opted for a random exploration of the space, based on random
number generation (sampling from a uniform distribution over
the image rectangle) as explained in details in II-C. This is the
reason why the ITM algorithm had to be modified accordingly.

A. The ITM for sparse stimuli

Back in 1999 an Instantaneous Topological Mapping Model
for Correlated Stimuli was presented in [16]. The idea was to
overcome difficulties arising when considering sequences of
highly correlated stimuli, such as trajectories. The resulting
method turns out to be computationally lighter and faster in
adaptation with respect to the standard Growing Neural Gas
algorithm [15], basically as it does not require the maintenance



THE ITM FOR SPARSE STIMULI
—

Data: input vector x; given distance d(·, ·); set of N
nodes with weights wi

Parameters: shift ε; resolution rmax;
Result: Network adapted to the new stimulus x
1. Matching: find nearest neighbour n and second
nearest s ;
Initialize dn = MAX VAL and ds = MAX VAL−1
for i = 1 : N do

d = d(x,wi);
if d < dn then

ds = dn;
dn = d;
s = n;
n = i;

else if d < ds then
ds = d;
s = i;

end
2. Weight adaptation:
wn = wn + ε(x−wn) ;
3. Edge adaptation:
if n = s then

n↔ s;
end
N(n): set of connected neighbours of n
for ∀ j ∈ N(n) do

S(wn,wj): Thales sphere through wn and wi;
if ws ∈ S(wn,wi) then

n = j;
end

end
4. Node adaptation:
if d(x,wi)> rmax then

add new node m with wm = x;
n↔ m;

end
if d = d(wn,ws)<

1
2 rmax then

remove node s ;
end

—

Algorithm 1: Modified ITM for sparse stimuli. Isolated
nodes are allowed in order to favour disconnected compo-
nents in the graph; sparse inputs may cause huge Thales
spheres to form and prevent node formation in the original
Node adaptation step: in fact, new node insertion is regulated
by the scale factor r >max only here. The network is initial-
ized with 2 random seeds in the input space, i.e. 2 nodes
with random weights, connected by an edge.

of expensive averages accumulated over time and life param-
eters. In fact, two parameters only are needed, namely a shift
parameter ε and a resolution rmax. According to the authors ε

could even be safely set to zero in the original algorithm. This
cannot be done here, as nodes must be given the possibility of
adapting to surrounding stimuli. Otherwise, one could come to
the absurd situation that a new node is triggered on an edge,
without the possibility of shifting away. This would end up in
a superpixel centred on an edge.

We propose a slight modification of the ITM algorithm
(Algorithm 1) for dealing with sparse stimuli, as the original
algorithm, as it is, prevents creation of new nodes inside
big spheres in the input space. This is because the input
space was originally supposed to be explored along continuous
trajectories. Moreover, isolated nodes are here allowed, as
disconnected components in the graph are encouraged, as the
should represent really different areas and may have a semantic
meaning, such as background-foreground or may represent
separate objects.

In terms of computational complexity, the Matching step
scales with the number of neurons, which is increasing at
training stage, but is bounded and can be implicitly controlled
by the parameter rmax. Edge adaptation scales with the average
number of neighbours, which is related to the dimensionality
of the input data. This constitutes an additional reason why
we restricted the input image space to a four dimensional
subspace. All other steps are independent of the number of
neurons involved allowing the algorithm to execute fast even
for large networks.

As already pointed out, two parameters only are needed by
the ITM algorithm, namely rmax and ε .

The threshold rmax can be interpreted as a mapping reso-
lution. The method is substantially different from providing
a learning rate as in the GNG, as nodes are created at a
maximum speed of one per stimulus if inputs are too far apart.
As nodes are allowed to adapt by moving by a small amount,
a criterion is provided to remove nodes that are too close to
each other. The threshold used is derived from rmax.

ε can instead be seen as a smoothing parameter, which
regulates weight adaptation. It has a small value and, in
principle, could have a different value for each of the four
coordinates, allowing different shifts in colour and space. This
issue will be discussed more in detail when addressing the
problem of parameter tuning in section III-A.

B. Space and Distance

The ITM algorithm (Algorithm 1) is very general and
its implementation does not depend on the distance used.
However, superpixels correspond to clusters in the image-
space, which is a four dimensional space. This presents a
problem in defining a distance measure, which is not trivial.
For our purposes, the standard Euclidean distance is clearly not
suitable: simply defining d(·, ·) to be the 4D Euclidean distance
in the (x,y,Cb,Cr) causes non-consistent clustering behaviours
for different image sizes. A pixel’s colour is represented in the
(Cb,Cr) colour subspace, whose range of possible values is



known. On the other hand, the pixel’s position may take a
range of values that varies according to the size of the image.
For large images, spatial distances outweigh colour proximity,
giving more relative importance to spatial proximity. This is
why a distance like the one proposed in equation 1 is employed
here.

Actually, equation 1 can be extremely simplified in our case,
by reducing the number of parameters needed to one only:

d(x1,x2) =
√

d2
s +a d2

c . (2)

where

ds =
√

(x1− x2)2 +(y1− y2)2,

dc =
√

(Cb1−Cb2)2 +(Cr1−Cr2)2. (3)

Practically, there is no need of having different weights for
the two colour channels, and the same holds for the two spatial
coordinates: the weight would be thus immediately reduced
to two only. The spatial weight can be further eliminated by
means of an overall multiplicative constant (which of course
modifies the colour weight) that can be safely set to 1, yielding
equation 2.

As an intuitive explanation of how the weight a works,
Figure 2 shows results of ITM clustering for a = 0 (i.e.
aCb = aCr = 0): only space is considered and cells reflect the
homogeneous nature of a 2D even distribution of pixels. Figure
3 shows results obtained by naively employing Euclidean
distance (ax = ay = aCb = aCr = 1): spatial proximity of pixels
still outweighs colour similarity, even though the silhouette of
the dog starts to take its shape. The ITM network is more
irregular as it is the projection onto two dimension of a map
“living” in four. On the opposite hand, Figure 4 show the
weights configuration ax = ay = 0: pixels are clustered only
based on colour proximity: as a matter of fact only 3 clusters
are formed, whose visual effect is very close to that of a
thresholding algorithm, which is not what we desired. The
network actually “lives” in the (Cb,Cr) space.

(a) 2D ITM network (b) ITM 2D Voronoi cells

Fig. 2. ITM segmentation with rmax = 60, ε = 0.005 and spatial distance
only.

To conclude this section, we point out that introducing the
weight a in equation 2 is equivalent to employ the scaled
colour features

Cb′ =
√

a Cb, Cr′ =
√

a Cr, (4)

(a) 2D projection of the 4D ITM network (b) 2D projection of 4D clusters

Fig. 3. ITM segmentation with rmax = 60, ε = 0.005 and Euclidean distance.

(a) A three-node ITM network (b) Colour clusters

Fig. 4. ITM segmentation with rmax = 60, ε = 0.005 and 2D colour distance.

or, equivalently, scaled spatial features

x′ = x/
√

a, y′ = y/
√

a. (5)

Tuning the weight a is then equivalent to choosing a suitable
feature vector to be given as input to the ITM. An indication
on how such tuning is to be performed is given in section
III-A.

C. Input randomization and thinning

As already mentioned, ordering of the input vector sequence
for the ITM represents an issue, as results are strongly affected
by correlations brought in by raster scanning of the image.
Covering the image with a space filling curve has proven to
be effective in many applications facing this issue, however,
their construction is quite expensive in terms of computational
load.

Opting for a random exploration of the space turns out to
be a suitable choice. Random number generation is fast and
can guarantee inputs which are evenly distributed over the
image. We sample from a uniform distribution over the image
rectangle to select pixels, which have thus the same probability
of being extracted. Keeping track of all pixels extracted, to be
sure that a pixel is not extracted twice, would imply a huge set
of conditional statements which would slow down significantly
the algorithm. However, the probability of multiple extractions
is quantifiable, being expressed by a binomial distribution
mass function.

f (k;n, p) =
(

n
k

)
pk(1− p)n−k. (6)

The probability of extracting the pixel twice (k = 2) is even
lower if we extract only a small fraction f of the total
amount of available inputs. Here p = 1/N, where N it the



total number of pixels in the image (as we extract from a
uniform distribution) and n = f ·N with f < 1. As a matter of
fact, the result of picking the same value more than once can
be simply seen as a very small amount of noise added while
training the network.

Thanks to this observation, we realized that using only
one tenth of the available pixels still provides a well trained
network, while consistently speeding up the algorithm. The
trade-off between the noise injected and the boost in speed
is positive. By the way, using a small percentage of pixels
for Neural Network training has also proven to be effective in
other contexts, such as shape fitting for object detection [18].

D. Postprocessing

As other superpixel algorithms (e.g. [11] and [7]), our
method does not enforce spatial connectivity explicitly. After
the network is trained and all pixels in the image (also the ones
that were not used for training the network) are assigned to its
nearest ITM node, some spatially isolated pixels may appear
(figure 5), which do not belong to their surrounding connected
component. This issue arises as the representation of the image
in the image space is not a surjective map nor has a simply
connected range in the (x,y,Cb,Cr) codomain. The 4D clusters
are thus not guaranteed to be connected and so are their 2D
projections, although in principle the Voronoi cells generated
by the ITM are connected (in a simply connected space).
This happens because colour is not a continuous function of
space over the image, namely the image representation is not
guaranteed to be dense in the image space. Intuitively, there is
spatial contiguity between pixels but colour contiguity is not
guaranteed at all.

(a) GSP: rmax = 50, ε = 0.1, a = 2 (b) SLIC: Nc = 30, superpixels = 40

Fig. 5. Segmentation without postprocessing step: isolated pixels are a
common issue, especially along superpixel’s borders.

III. EXPERIMENTAL RESULTS

Some partial results have been already presented in the
previous section. In the following we provide a discussion on
parameter tuning and an analysis of the performance of the
proposed algorithm.

A. Parameter tuning

Parameter tuning is a matter of fact for any algorithm. This
allows parameters to be set optimally, as no algorithm just
work as it is. Also, for a fair comparison of methods, it is

TABLE I
PARAMETERS APPEARING IN THE GENERATIVE SUPERPIXEL METHOD

Parameter Meaning

a
- Weight in the distance
- Colour features’ scaling

ε - Adaptation capability of the nodes

rmax - Resolution of the network

often necessary to specify which choice of parameter has been
done.

The 3 parameters appearing in the proposed algorithm are
summarized in table I. We show in this section that some
constraints can be worked out, which reduce the number of
parameters to 2 only. Moreover, a specific combination of the
two remaining parameters can be given the interpretation of
the number of superpixels Nsp, thus giving (implicit) control
over such a quantity, which is often considered influential in
a superpixel algorithm and allows for a comparison with [7],
which has Nsp as an explicit parameter.

The size S of the 4D space where input are extracted for the
ITM training is given by the product of the maximum range
of the four coordinates, namely S = w ·h ·2562, where w and
h are the image’s width and height respectively. However, as
pointed out in section II-B, the introduction of the parameter
a can be seen as a way of “stretching” colour features by a
factor

√
a.

Thus, if we fix a, S becomes S→ a ·S = a ·w ·h ·2562. By
approximating a superpixel as a 4D hypercube of volume Vsp =
(2rmax)

4, the volume S should be able to host approximately

Nsp =
S

Vsp
=

a ·w ·h ·2562

16 · r4
max

(7)

superpixels. However, typical image’s colour histograms do
not span over the whole 8 bit range of 256 values: the value
Nsp thus represents an upper bound on the actual number of
superpixels. We will refer to it as to Nmax instead of Nsp. For
example, the combination of parameters considered in figure
5 should give approximately a limit of ∼ 100 superpixels (the
original image is 320 x 240). Indeed, only 29 superpixels (one
third) can be spotted in the image, as two dominant colours
only are present and a large input space region is not hit by
any stimulus.

The meaning of ε becomes clear from the second step of
algorithm 1. A big ε makes the adaptation of a neuron very
unstable, as its weight will be drastically modified by the last
input hitting it. On the other hand a too small ε makes the
node slowly adapting to inputs, preventing us from reaching
our main goal of growing an adapting network over the image
space. Another way of writing the adaptation equation is

∆wn = ε(x−wn). (8)

Roughly, as the image space is able to host a network of Nmax
nodes and as we take only a fixed fraction f = 0.10 of the
available pixels for training, we can imagine that each neuron



will, on average, be hit at most by a number of inputs equals
to

nhits =
f ·w ·h
Nmax

=C · f · r4
max

a
, C = 2−12 (9)

Noticeably, this number is independent of the dimension of
the image, depending only on the parameters of the network.

If we suppose that the stimuli x hitting the node n are
uniformly distributed inside the 4-sphere S4(wn,rmax) (centred
in wn and with radius rmax), there exists an average shift
|x−wn|, which will be the radius of the 4-sphere with a volume
which is half of that of S4(wn,rmax):

< |x−wn|>≈ 4

√
1
2

rmax. (10)

We would like the weight of neuron n to resemble the average
of all the inputs hitting it at the end of the adaptation step.
This can be obtained by “weighting” the average contribution
(eq. 8) with a factor 1/nhits. That is, we can suppose

ε ≈ a
C · f · r4

max
(11)

This way, we get a constraint which allows us to get rid
of one of the three parameters. As a practical example, the
configuration of parameters in figure 6 is consistent with eq.
11.

B. Performances

Main strength of our method lies in its speed. This is
obtained thanks to the fact that it does not requires multiple
iterations as k-means based algorithms such as [7]. In addi-
tion, superpixel’s centres are built by training a network by
sampling only a fraction of the total available training data.

Execution times for the examples given in this work are
given in table II. We employ an Intel Xeon 2.66 GHz processor
with 4 GB RAM for our tests and the c++ code provided by
the authors of SLIC.

Results are comparable as the number of generated super-
pixels is the same. The weight parameter a of GSP is related
to the two parameters of SLIC by the following equivalence

a→ w ·h
N2

c ·Nsp
, (12)

where Nsp is the desired number of superpixels and Nc is a
free parameter. Creating such correspondence allows for a fair
comparison.

As it can be noticed from Figure 6, result of the two algo-
rithms are comparable for a medium number of superpixels.
However, SLIC tends to fail for a small Nsp (Figure 7), while
GSP gives surprisingly good results. On the other hand, SLIC
looks more accurate when the number of superpixels increases
to 100, as depicted in Figure 8. Here SLIC’s superpixels are
less regular, adapting better to the shape. Moreover, many
borders in the green region are inexplicably irregular in GSP.

TABLE II
EXECUTION TIME (MILLISECONDS)

Test GSP SLIC

Figure 5. (320 x 240) 454 2052

Figure 6. (320 x 240) 545 2174

Figure 7. (320 x 240) 241 1227

Figure 8. (320 x 240) 900 2612

(a) GSP: rmax = 50, a = 2 (ε = 0.013) (b) SLIC: Nsp = 30, Nc = 35, 10 iterations.

Fig. 6. Parameter comparison between GSP and SLIC superpixel methods.
We fixed rmax = 50 and a = 2 for the Generative Superpixel method. This
result in ε = 0.013. The algorithm then generates 30 superpixels, which are
set as a parameter in SLIC. Setting Nc = 35 in slic is then equivalent to setting
a = 2 in our method.

IV. CONCLUSION AND FUTURE INVESTIGATION

In this work, we proposed a Generative Superpixel method.
The algorithm lay on the training of a self-growing and self-
adapting neural network: such a network is a modification of
the existing ITM map, which has been extended to cope with
sparse stimuli. The modified ITM explores the input image
space and creates clusters in a multidimensional space, based
on a suitable definition of distance. Pixels are then assigned
to clusters based on proximity to neurons, relying on the very
same distance used to train the network. The projection onto
the spatial coordinates of the obtained clusters is the desired
superpixel segmentation.

The algorithm is compared to the Simple Linear Itera-
tive Clustering (SLIC) method, showing comparable results,
while significantly reducing segmentation time. GSP does
not provide direct control over the number of superpixels,

(a) GSP: rmax = 150, a = 10 (ε = 0.0008) (b) SLIC: Nsp = 6, Nc = 14, 10 iterations.

Fig. 7. SLIC breaks for small Nsp (setting a= 10 in our method, is equivalent
to having Nc = 14).



(a) GSP: rmax = 30, a = 2 (ε = 0.1) (b)SLIC: Nsp = 100, Nc = 20, 10 iterations.

Fig. 8. For a high number of superpixels, the SLIC method provides a better
superpixel representation, although execution time it high above GSP’s. In
particular, many borders in the green region are extremely irregular.

however an upper bound is given by a combination of its two
parameters. Control over superpixel compactness is provided
by the parameter rmax. Extension to supervoxels or to other
colour representations of the image is straightforward: formu-
las can be easily generalized for three colour channels and for
supervoxels by simply adding extra dimensions. In addition,
as shown in figure 4, GSP can be used directly as an object
segmentation algorithm by neglecting spatial coordinates.

GSP offers a wide range of possibilities for future investi-
gations, which were not included in this work, starting from
a quantitative analysis of its adherence to boundaries and
segmentation accuracy, given a ground-truth. The algorithm
may also need some improvement for enhancing segmentation
performances when considering a high number of superpixels.

Different and more exotic distance functions can be found,
which give better segmentation results. In particular, the idea
of considering an image as a Riemann manifold, where
curvature is pointwise induced by colour, is interesting and
deserves future deepening

Eventually, an analysis of the stability of the algorithm along
frames in a video sequence could open the possibility of using
the nodes of the neural network as point to be tracked in an
extended-tracking framework.
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